SOCY2200: Statistics    	                                                                              Instructor: Natasha Sarkisian
Regression Handout

Bivariate linear regression (OLS regression = ordinary least squares) allows us to quantify the linear relationship between two variables: The independent variable X is used to predict/explain the dependent variable Y. When we say that we “regress Y on X,” that means that we find an equation that can be then used to calculate a predicted value of Y for each possible value of X.  

We will focus on a situation when both X and Y are interval/ratio; it is also possible to use nominal/ordinal variables as independent variables (X) but you would have to create a separate dichotomy (yes/no, 0/1) type of variable for each category of a multicategory nominal/ordinal variable. If your dependent variable is nominal or ordinal, you cannot use OLS regression – alternative techniques such as logistic regression, ordered logit, or multinomial logit are used. 
[image: ]
a = intercept: value of Y when X is 0
b = slope: if X increases by one unit, Y increases by b units (if b is negative, that means Y decreases)

To find the best fitting line, we use the “least squares” technique: for each possible line, we could square all the distances to data points from the line and add them up; then we find such a line that would produce the smallest sum (least squares). In practice, that’s accomplished using these formulas:

[image: http://www.csidata.com/images/study_formulas/44.gif]
Predicted value Y’ (Y prime) is calculated as Y’ = a + b*X
Example: intercept = 7.4, slope = -0.89. We write: Y’ = 7.4 - 0.89*X
To get the actual rather than predicted values of Y, we would need to include an error term, e:
Y = a + b*X + e
That is because our prediction is usually not perfect, and the actual values differ from what we predict by some amount (that’s error e). 

Error of estimate = distance between the actual value and the predicted value calculated using the regression equation. 
	
	
	 = 7.4 - 0.89*X
	error =  – 
	squared error

	5
	2
	2.95
	-0.95
	0.9025

	3
	4
	4.73
	-0.73
	0.5329
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	1
	1.17
	-0.17
	0.0289
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	5
	3.84
	1.16
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	0.28
	0.72
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	0.2601

	∑
	
	
	
	6.3464


Standard error of estimate =  all such distances are squared, then we calculate their average (but divide by degrees of freedom which is df=n-2 here) and take its square root. Here, sqrt(6.3464/8)=0.89 [divide by 8 because we have 10 observations but lose 2 degrees of freedom when we estimate two regression coefficients, a and b.]

Regression Coefficient: Significance Testing Step by Step
We focus on significance testing for the slope (test whether we can assume it is zero = no effect). We can also test whether the intercept is significantly different from zero, but that is rarely of interest. 

1. State hypotheses:
H0: β = 0
If directional:
H1: β > 0  
or  
H1: β < 0 
If non-directional: H1: β ≠ 0

2. Select the alpha level: 0.05, 0.01 or .001; for smaller samples, we sometimes use .10. 
3. Test statistic: Student’s t
4. . t = b/SEb   
Where SEb  is the standard error of the coefficient b (not to be confused with the standard error of estimate!)
[image: ]
5. Use the table to find critical value: Table B2 (df=n-2, alpha, one-tailed vs two-tailed)
6. Compare computed value and critical value
7. State your decision about H0: If your computed value is larger than the critical value  reject H0 in favor of H1. If your computed value is smaller than the critical value  fail to reject H0. 
8. Make your substantive conclusion; make sure to comment both on whether the effect of X on Y exists in the population AND the size and direction of that effect. The size and direction is usually described as follows: “A one unit increase in X is associated with a b units increase/decrease in Y” (fill in the names of variables and units here). 

Regression in Stata:

1. State hypotheses:
H0: β = 0
If directional:
H1: β > 0  
or  
H1: β < 0 
If non-directional: H1: β ≠ 0

2. Select the alpha level: 0.05, 0.01 or .001; for smaller samples, we sometimes use .10. 
3. Test statistic: Student’s t 
4. Calculate in Stata using the following command:

reg depvarname indepvarname

5. Identify the regression slope, the t-statistic, and the associated p-value. If your research hypothesis is directional, divide that p-value by 2.
6. Compare p-value and alpha.
7. Decision about H0: If your p-value is smaller than the alpha you selected  reject H0 in favor of H1. If your p-value is equal to or larger than the alpha  fail to reject H0.
8. Make your substantive conclusion; make sure to comment both on whether the effect of X on Y exists in the population AND the size and direction of that effect. The size and direction is usually described as follows: “A one unit increase in X is associated with a b units increase/decrease in Y” (fill in the names of variables and units here). To be more precise, use the confidence interval so that your statement is generalized to the population: “A one unit increase in X is associated with a between lower limit of b and upper limit of b units increase/decrease in Y.” Also discuss the percentage of variance in Y that is explained by X (based on the coefficient of determination, R squared). 

Example by Hand

We expect that among employed Americans, those who spend more time commuting by car have higher levels of stress as a result. We use a nationally representative sample of 75 employed individuals and regress stress (measured on a 0 to 100 scale) on time spent commuting by car (measured in minutes). We end up obtaining slope b = 0.247, with a standard error of .133. Can we conclude with 95% certainty that commuting time increases stress among Americans? If so, what exactly is the size of this relationship?

1. State hypotheses:
Null hypothesis: Time spent commuting by car has no effect on stress levels of Americans. 
Research hypothesis: Time spent commuting by car increases the level of stress for Americans. 
H0: β = 0
H1: β > 0
2. Select alpha: 0.05
3. Test statistic: Student’s t
4. t = b/sb  = .247/.133 = 1.86
5. Use the table to find critical value: Table B2 (df=n-2 = 75-2=73, alpha = .05, one-tailed)  1.666
6. Compare computed & critical value:  1.86 > 1.666
7. State your decision: We reject H0 in favor of H1. 
8. Conclusion: Based on the sample of 75 employed Americans, we are 95% sure that the time spent commuting by car is associated with increased levels of stress among employed Americans. This relationship is statistically significant at .05 level. Specifically, one extra minute of commuting time is associated with approximately 0.247 of a point increase on the 0-100 stress scale.   

Example in Stata
Using educ and agekdbrn variables in GSS2012 dataset, determine whether, for the U.S. population, one’s level of education affects the age when that person has their first child. If so, discuss the direction and size of that effect as well as the percentage of variance in the age at first childbirth. 

1. State hypotheses:
H0: Americans’ level of education does not have any effect on the age when they have their first child. 
H1: Americans’ level of education has an effect on the age when they have their first child. [non-directional; two-tailed]
H0: β = 0
H1: β ≠ 0
2. Select the alpha level: We have a large sample, so let’s use a stringent cutoff, alpha=0.001.   
3. Test statistic: Student’s t 
4. Calculate in Stata:
Coefficient of determination: Shows 
ANOVA table                                                                                                 the percent of variance in age at first                                                                                              
                                                                                                                        birth that is explained by education.
. reg agekdbrn educ

      Source |       SS       df       MS              Number of obs =    1429
-------------+------------------------------           F(  1,  1427) =  211.89
       Model |  5816.50574     1  5816.50574           Prob > F      =  0.0000
    Residual |  39171.7504  1427  27.4504207           R-squared     =  0.1293
-------------+------------------------------           Adj R-squared =  0.1287
       Total |  44988.2561  1428   31.504381           Root MSE      =  5.2393
 ------------------------------------------------------------------------------
    agekdbrn |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
        educ |   .6272258   .0430891    14.56   0.000     .5427011    .7117506
       _cons |   15.80311   .5854251    26.99   0.000     14.65472    16.95149
------------------------------------------------------------------------------
P-value for significance test                Confidence interval for the coefficient:
                                                             We are 95% sure that as education 
                                                             increases by one year, age at first birth           
                                                             increases by between .53 and .71 of a year. 

Regression intercept (a).  						Regression slope (b).  Shows that as 
Shows the predicted age at first birth					education increases by one year, age 
for someone with 0 years of education. 				at first birth increases by .63 of a year.

5. Regression slope b = 0.627, t=14.56, p-value = 0.000 (so <0.001). Can report as: b = .627, p < .001 (two-tailed).  We can also report the confidence interval: P(.54≤ β≤.71)=.95. 
6. P value of <.001 is smaller than alpha of .001. 
7. We reject H0 in favor of H1.   
8. Conclusion: Based on the national representative sample of 1429 adults with children, we are 99.9% confident that in the US population with kids, higher levels of education are linked to higher age at first childbirth. The positive effect of education on one’s age at first childbirth is statistically significant at 0.001 level. Based on the confidence interval, we are 95% sure that as education increases by one year, age at first birth increases by somewhere between .54 to .71 of a year. Moreover, education explains approximately 13% of all variance in age at first birth. 

We could also change the confidence level using level option:
. reg agekdbrn educ, level(99.9)
      Source |       SS           df       MS      Number of obs   =     1,429
-------------+----------------------------------   F(1, 1427)      =    211.89
       Model |  5816.50574         1  5816.50574   Prob > F        =    0.0000
    Residual |  39171.7504     1,427  27.4504207   R-squared       =    0.1293
-------------+----------------------------------   Adj R-squared   =    0.1287
       Total |  44988.2561     1,428   31.504381   Root MSE        =    5.2393

------------------------------------------------------------------------------
    agekdbrn |      Coef.   Std. Err.      t    P>|t|   [99.9% Conf. Interval]
-------------+----------------------------------------------------------------
        educ |   .6272258   .0430891    14.56   0.000     .4851457     .769306
       _cons |   15.80311   .5854251    26.99   0.000     13.87275    17.73346
------------------------------------------------------------------------------

We are 99.9% sure that one year increase in education is associated with a between .49 to .77 of a year (that is, half a year to three quarters of a year) increase in the age at first childbirth.

Evaluating Practical Significance

In addition to evaluating statistical significance, we should always consider practical significance. Here, we should evaluate it based on the size of the slope coefficient as well as on the coefficient of determination (R squared). 

Example: We are 95% sure that one year increase in education is associated with between .54 and .71 of a year increase in one’s age at first childbirth. 
[bookmark: _GoBack]One year of education is not much -- we will consider change per 4 years increase in education: .54*4=2.16; .71*4=2.84. [You should select the number of units that is somehow meaningful given the independent variable’s overall range – here I selected 4 because it corresponds to a bachelor’s degree. 

We are 95% sure that, in the US population, if someone obtains a college degree (4 years), they have their first child between 2.16 and 2.84 years later on average.

This effect is practically significant because it is substantial in size – from practical standpoint, 2-3 year delay in becoming a parent for the first time is definitely not small. R squared also confirms practical significance as 12% of variance in age at first birth is explained by education. 

Regression Line on Scatterplots

Scatterplot with the regression line:
graph twoway (scatter depvarname indepvarname) (lfit depvarname indepvarname)
  
(the dependent variable will be placed on the vertical axis, the independent on the horizontal)

Scatterplot with the regression line and the lowess curve:
graph twoway (scatter depvarname indepvarname) (lfit depvarname indepvarname) (lowess depvarname indepvarname)



Example of Graphs

graph twoway (scatter agekdbrn educ) (lfit agekdbrn educ)
[image: ]




graph twoway (scatter agekdbrn educ) (lfit agekdbrn educ) (lowess agekdbrn educ)
[image: ]
Lowess plot shows than age at first childbirth mostly continues to increase as people’s education increases (on average). Yet the rate of that increase is first very low but it greatly accelerates after 12 years of education (high school), so it is not entirely linear. The comparison of the lowess plot to the regression line further highlights that – regression line reflects very well the relationship between education and the age at first childbirth for those with 10 years of education and more, but doesn’t do as well for those below 10 years of education. 
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